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Preface

Every theory section in these notes has been taken from the sources:
e Course slides. [1]

About:

© GitHub repository

These notes are an unofficial resource and shouldn’t replace the course mate-
rial or any other book on distributed systems. It is not made for commercial
purposes. I’ve made the following notes to help me improve my knowledge and
maybe it can be helpful for everyone.

As T have highlighted, a student should choose the teacher’s material or a
book on the topic. These notes can only be a helpful material.


https://github.com/PoliMI-HPC-E-notes-projects-AndreVale69/HPC-E-PoliMI-university-notes
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1 Introduction

1 Introduction

1.1 Why Distributed Systems?
1.1.1 Motivation: Why Distributed Systems?

There is a very simple reason why distributed systems are important: most ap-
plications we use today are distributed. Many applications cannot realistically
run as a single program on a single computer.

# Example 1: Distributed Applications

E-mail, web/cloud applications such as Google Maps, Google Docs, Mi-
crosoft Office 365; mobile applications and mobile devices, web services
and websites, and many more, are all distributed systems.

E-mail is used as an especially clear example because sending a message
involves several independent machines communicating over a network:

User A — mail server A — network — mail server B — User B

There is no single computer performing the entire operation.

So the first intuition is that modern applications are naturally composed of mul-
tiple communicating machines. This is why distributed systems are not some
niche branch of computer science, they are behind a huge fraction of modern
computing infrastructure.

& State of the Internet

Censys on 2023 created a report about the observable public Internet, built
from large-scale Internet scanning.! The report says that in one daily snapshot
in early 2023, Censys observed more than 740 million hosts exposing about
1.3 billion HTTP services, roughly 18% hosted by major cloud providers
such as Amazon, Oracle, Google Cloud, or Azure. And more than 85% of
HTTP services running on named hosts.

A A distributed system may therefore consist not of two or three machines,
but potentially of 102, 10, 10°, or even more interacting components. But this
immediately hints at problems that will appear later in the notes: scalability,
failures, communication, naming, synchronization, replication, and so on. But
at this point, we are just trying to understand why distributed systems are
important.

A Large-scale Web traffic

From the same Censys report, we can also see the traffic perspective rather
than the number of machines. For example, the report says that in 2023, on
Google:

ICensys is a platform that scans and indexes Internet-connected systems and ser-
vices. It is like a search engine for Internet infrastructure.
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More than 100k searches per second

More than 100 billion visits per month

YouTube as another extremely large service

Google and YouTube producing more traffic than many other major web-
sites combined

Again, the exact values are secondary. The important question is: could a
single server handle all of this? Clearly not. A large Web service therefore
has to distribute work across many machines. And this is the first glimpse of
the scalability problem that distributed systems have to solve.

In summary, modern computing operates at a scale where distribution is not
just a design choice, but unavoidable. We saw how widespread distributed ap-
plications are, the size of the Internet, and finally the traffic generated by huge
Web services.

&) LLM infrastructures as distributed systems

Let’s consider what happens when we send a query to a modern Large Language
Model (LLM) such as ChatGPT. It is tempting to imagine:

Our request — one very powerful GPU — our answer

But this is not how it works. Modern LLMs are too large to fit on a single GPU.
So a single query to a modern LLM may involve roughly 16 to 32 GPUs,
corresponding to a couple of multi-GPU nodes. Each GPU may consume up to
about 700 W.

So even a single logical request may require computation spread across several
physical processors:

GPU,
GPU,

Request — { GPUs — Answer

GPUi6-32

From the user’s perspective, however, we do not see any of this. We simply
interact with one service: LLM service. This is already one of the central ideas
of distributed systems: many independent computational resources cooperate
to provide what appears to the user as one single service. The infrastructure be-
comes even more clearly distributed when we move from one request to the whole
data center. An Al data center may contain more than 100,000 AI accel-
erators, with power consumption potentially reaching hundreds of megawatts.

@5 So there are actually two different forms of distribution here:
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e At the level of a single request:

One Computation — Multiple GPUs

e At the level of the service as a whole:

Millions of requests — Many machines — Many clusters

— Possibly many data centers

The reason this example matters is that distribution is not only about connect-
ing independent applications. Sometimes even one computation is too large to
execute efficiently on one processor. That naturally connects distributed systems
with high-performance computing (HPC), although the two are not identical.
However, modern Al services are distributed both because of computational size
and service scale.

@8 Google as a distributed “supercomputer”

Eric Schmidt (CEO of Google from 2001 to 2011) described Google as essentially
“a large distributed supercomputer spread across many data centers”. That is
a very useful mental model. Instead of imaging Google as a single website,
we can think of it as an enormous collection of cooperating computers spread
geographically across the world.

Data center A <+ Data center B <» Data center C < ...
And inside each data center, there are many cooperating machines:
Serverj, Servers, servers, ...

All connected through networking infrastructure.

Google historically operated hundreds of thousands of servers and gives a more
recent estimate of more than 2 million servers across 36 data centers.
The important point is not the exact count; it is the architectural idea. From
outside, we might type google.com and perceive a single service. But internally,
that service may involve an enormous distributed infrastructure. So we get an
important contrast:

e User’s view: Google, a single website.

e Physical reality: millions of machines, networks, and data centers co-
operating to provide a single service.

This is a recurring objective in distributed systems: expose a coherent service
while hiding much of the underlying distribution. We will later give this idea a
precise name: transparency.

A\ There is also another important implication. If the system contains millions
of machines, failures cannot be treated as exceptional events. Suppose each in-
dividual machine is highly reliable. With millions of components, some machine
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somewhere will still fail regularly. So at very large scale, failure is not some-
thing that might happen once in a while. It becomes something the system must
be designed to live with. This point will become central when we discuss partial
failures and fault tolerance later. For now, the main takeaway is that a huge
distributed infrastructure can behave externally like one computer/service.

& Distributed systems beyond the Internet

At this point it would be easy to conclude that distributed systems are only
internet applications. That would be wrong. The Internet, the Web, and LLM
platforms are distributed systems, but many distributed systems have little or
nothing to do with the public Internet.

# Example 2: Distributed Systems Beyond the Internet

e Intranets. An organization can have a private distributed sys-
tem. For example, banking systems, corporate systems, scientific
computing infrastructure, server farms, grids, clouds.

For example, imagine a bank with branches in Milan, Rome, and
Turin. The system is distributed even if its internal communication
is largely private and not exposed to the public Internet.

e Home networks. Even our home can contain a small distributed
environment: laptop, router, tv, NAS, phone, and so on. Different
devices communicate and share resources. This is a distributed
system on a dramatically smaller scale than Google, but the idea
is the same: independent devices and communication.

e Personal Area Network (PAN). A person’s d devices can them-
selves form a small network: phone, smartwatch, headphones, gps.
For example healthcare-monitoring devices can communicate with
a phone and send data to a cloud service. Again, distribution does
not imply thousands of servers. Two or three cooperating devices
are already enough to introduce distributed-system concepts.

e Wireless Sensor Networks. Another important category con-
sists of many small sensing devices communicating with one an-
other or with gateways. For example, a smart home may have
many sensors and actuators communicating with a central hub.
Or a smart city may have thousands of sensors monitoring traffic,
pollution, or infrastructure health. These are distributed systems
even if they are not part of the public Internet.

Thus a distributed system may exist across continents, inside one company,
inside one building, inside one house, or even around one person. What matters
is not the geographical size, but that multiple independent computational com-
ponents communicate and cooperate.
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# Home and personal networks

Until now, we have mostly thought about distribution at a very large scale:
Google, cloud infrastructures, LLM data centers. But a distributed system can
also exist on a much smaller scale.

For example, inside a home we might conceptually have a PC, a laptop, a
media device, connected through a local network and possibly communicating
with remote machines through the Internet. So distribution is not defined by
physical distance. Two computers sitting in the same room can form part of a
distributed system just as computers located on different continents can.

In the previous page, we mentioned home networks and Personal Area Networks
(PANSs). A home network concerns devices belonging to the environment:

home — {computers, entertainment devices, shared resources}
A personal-area network concerns devices surrounding a person:
person — {phone, smartwatch, headphones, gps, etc.}

A The scale is small, but the distributed-system issue remains: independent
components must communicate and coordinate.

%" Pervasiveness of Distributed Systems

Instead of having a few clearly recognizable computers (desktop, laptop, server),
computing and communication capabilities become embedded in ordinary phys-
ical objects. This is the basic idea behind the Internet of Things (IoT). We
can use three quotations to develop this idea:

1. Computing that “disappears”. Mark Weiser (1991) says that the most
profound technologies eventually become integrated into everyday
life to the point that we stop consciously noticing them. This is the
idea of Ubiquitous Computing (or Pervasive Computing).

Think about the conceptual transition from “wuse a computer” toward
“computing is embedded in the environment around us”. The computer
itself is no longer necessarily the object we interact with.

2. Connectivity for things. The ITU (International Telecommunication
Union) quotation captures another transition. Traditional networking
gave us connectivity from anyone to anywhere (i.e., from one person to
another). IoT extends this toward connectivity for anything. Ob-
jects that previously had no communication capabilities can contain small
transceivers and participate in a network. So instead of only connecting
computers, we may have a network of connected objects. The number
of communicating entities consequently becomes enormous, 21.1 billion
active IoT connections by the end of 2025.

3. From connected objects to intelligent objects. The Negroponte
quotation adds another important point. IoT is not merely attaching an
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identifier to an object, such as an RFID tag that tells us where the object
is. IoT is about embedding intelligence into objects. So a device can
potentially:

(a) Observe something about its environment (e.g., temperature, humid-
ity, motion, light, etc.)

(b) Process information (e.g., detect patterns, make decisions, etc.)

(¢) Communicate with other devices (e.g., send data, receive commands,
etc.)

(d) Participate in a larger system (e.g., a smart home, a smart city, etc.)

This gives us a useful progression: from ordinary objects, to connected ob-
jects, to networked computational components. And once we have
potentially billions of these components, distributed-system techniques be-
come essential.

# Example 3: Why a Wireless Sensor Network is a pervasive
system

Imagine we want to monitor a foster, a factory, a building, or a crop field.
Instead of putting one big computer in the middle, we scatter many tiny
devices around the environment:

51,852,853, ...,5,

Each one may measure something like: temperature, humidity, light,
vibration, pressure, motion, etc. These devices are the sensor nodes
and they are placed on the edge of the environment.

The crucial idea is that computing becomes part of the environment it-
self. We are no longer just using a computer to monitor the environment.
Instead, the sensors are just “there”, continuously observing the physical
world. That is exactly why this is pervasive computing: computa-
tion is distributed throughout the environment, and it is not necessarily
associated with a single device that we consciously interact with.
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Sensor Patch
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In the previous diagram, we represent a generic architecture for a Wire-
less Sensor Network (WSN).

] Data Service
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1
\

e On the top-left, we have small devices inside the shaded region,
called sensor nodes. Each one is a small computer with, concep-
tually, a CPU, memory, and a small radio transceiver. The sensor
observes something physical, for example temperature, humidity,
light, vibration, pressure, motion, etc.

e A group of sensor nodes may form a Sensor Patch (top-right),
which is a small area of the environment that is monitored by a
group of sensors. Inside each patch, the sensor nodes communicate
through the Patch Network. Therefore, the sensors form a local
network rather than each sensor independently connecting directly
to the Internet.

e At the edge of each Sensor Patch, we have a Gateway. The sensor
network may use some specialized local wireless technology, while
the rest of the system uses a different network. The gateway bridges
the two networks. So instead of each sensor node connecting di-
rectly to the Internet, the gateway collects data from the sensor
nodes and sends it to the Internet.

e Multiple gateways connect to the Transit Network. This part
simply transports information from the local sensor patches toward
a more conventional infrastructure.

e The transit network reaches a Base Station. This is the point
where data can be forwarded toward a larger network infrastruc-
ture. We call it also a Base-Remote Link, because it connects
the local sensor network to a remote infrastructure.

e Once the information reaches the Internet, it can be sent to the
Data Service shown on the bottom-right. This might conceptu-
ally be a database, a server, a cloud service, or an analytic system.

10
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For example, suppose the sensors are measuring temperature. The
data service could receive: (t1,22.4°C), (tq,22.5°C), (t3,22.6°C),
and store or process those values.

e Finally, on the left of the Internet cloud, we have Client Data
Browsing and Processing. That is simply the user/application
consuming the collected data.

For example, a control software could receive the temperature data
and decide to turn on a fan or an air conditioner if the temperature
exceeds a certain threshold.

This example shows that distributed systems are not just servers com-
municating over the Internet. They can also be pervasive systems, where
computation is embedded in the environment itself.

© Why mobility makes distributed systems harder

We can consider three different mobility scenarios that make distributed systems
more challenging:

e Normadic. In the nomadic case, the device moves between locations, but
communication is associated with whichever fixed network access point it
is currently using.

For example, a laptop may move between different Wi-Fi access points in
a building. Thus, the device changes its point of attachment to the
network, and the natural question is “how do we continue referring
to the same device when its network location changes?”. This
question will become important later when we discuss naming.

e Base-station mobility. Think about a mobile phone on a cellular net-
work. We are moving, but there is a fixed infrastructure around us. Sup-
pose we are walking through Milan while on a call. At first our phone
communicates through BS;, then we move far enough that another base
station becomes better, so we switch to BS,.

The important thing is that the device moves, but the infrastructure
does not. The network has fixed access points/base stations, and the
mobile node attaches to whichever one is appropriate. The distributed-
system challenge is that the device’s point of attachment changes
while the device itself remains the same entity. So again, identity
and current location must be kept separate.

e Ad-hoc mobility. Imagine several laptops or phones in the same area,
and they can communicate directly with one another through their wireless
interfaces.

A B« C

If A cannot directly reach C, but B can reach both, then B may conceptu-
ally act as an intermediate node. The important feature is that the devices
themselves form the network. There is no fixed base station organizing the
connectivity.

11
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For example, imagine several rescue teams entering an area where there is
no working network infrastructure. Their devices may form a temporary
network among themselves:

A+B+C+ D
Then people move. Maybe B leaves the area, so the topology changes:
A+C+ D

Or perhaps A can no longer reach the others at all. That is why ad-hoc
networks are especially dynamic: the network topology itself changes
as the nodes move.

The three cases can be summarized as follows:

Model Device moves? Fixed infrastructure?
Nomadic Yes, between attachment  Yes
points.
Base-Station Yes Yes, explicitly through base
stations.
Ad-Hoc Yes (potentially) No, fixed base station.

Even without mobility, a distributed system already needs to know:
e Who is the other component? (identity)
e How can I reach it? (location)

With mobility, the second answer may continuously change.

Key Takeaways 1: Why Distributed Systems?

e Most modern applications are inherently distributed: their com-
putation, data, or users span multiple communicating machines.

e Distribution is often unavoidable because of scale. Services such as
large Web platforms and LLM infrastructures cannot realistically
be provided by a single machine.

e A distributed system may involve anything from a few personal
devices to millions of servers. Therefore, distribution is not
defined by geographical distance or system size.

e Large infrastructures illustrate an important recurring idea:
Many independent components — one coherent service

The user may perceive a single service even though the implementa-
tion is spread across many machines. This anticipates the concept
of transparency.

12
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o At sufficiently large scale, failures are normal rather than ex-
ceptional. A distributed system must therefore be designed as-
suming that individual components may fail while the rest of the
system continues operating.

e Distributed systems are not limited to the Internet or the Web. Ex-
amples include: intranets, home networks, personal area networks
(PANSs), Internet of Things (IoT) systems, and wireless sensor net-
works (WSN).

e Pervasive/ubiquitous computing pushes computation into or-
dinary objects and environments. IoT extends connectivity from
people and computers toward potentially huge numbers of net-
worked intelligent objects.

e A Wireless Sensor Network is a representative pervasive dis-
tributed system: sensor nodes form a local patch network, which
connects to a gateway, which connects to a transit network, which
connects to the Internet or a data service.

The gateway bridges the local sensor network with the larger com-
munication infrastructure.

e Mobility makes distribution harder because the identity of an
entity and its current network location must be separated:

— Nomadic: the device moves between different attachment
points.

— Base-station: the mobile device communicates through a
fixed infrastructure and may switch from one base station to
another.

— Ad-hoc: there is no fixed infrastructure; the mobile nodes
themselves form the network, so the network topology may
change as they move.

13
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1.1.2 Why Distribute a System?

- .
&’ Economics

Historically, computing was often organized around large centralized machines,
such as mainframes (i.e., a single computer that serves multiple users), with
many users or terminals depending on that central machine. The alternative
is to use many smaller machines M7, My, M3, ... and let them cooperate. The
economic argument is based on the price/performance ratio.

Instead of buying one extremely powerful machine, it may be more convenient
to buy several cheaper machines and combine their resources. The idea is not
that several small computers automatically behave like one large computer. We
need software that coordinates them. But distribution allows us to exploit
the aggregate resources of many machines. So the economic motivation
is that it can be cheaper to obtain computing power by combining multiple ma-
chines. This is one of the historical reasons why distributed computing became
attractive.

8l Incremental growth and load balancing

This is one of the most important practical advantages. Suppose a centralized
system starts with one machine M7 and its workload increases. Eventually:

load > capacity of M;
With a distributed architecture, we can add more machines:
M1 %M1+M24)M1+M2+M34)...

THis is incremental growth. We do not necessarily need to replace the entire
system with a much larger machine every time demand increases. Instead, ca-
pacity can grow by adding resources. This is closely related to load balancing.

Imagine that three machines are available:
M 1 M. 2, M. 3

And requests arrive:
Rla R27 R3a R47 R55 R6

Rather than sending everything to M;:
R1,Ro, R3, Ry, R5, Rg — M,
We can distribute them:
Ri,Ry — My, Rs,Ry— Ms, Rs,Re¢— M;s
The objective is to use the available resources more uniformly.

So there are really two connected ideas:

14
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e Incremental growth: add resources gradually as the system grows.

e Load balancing: spread the workload among the available resources.

In summary, it makes easier to evolve the system and use its resources
uniformly.

%" Inherent distribution

Sometimes we distribute a system because we want the benefits of distribution.
But in other cases, distribution is not really a design choice, but rather the
problem itself is already distributed.

For example, consider a bank. Its users, branches, ATMs, databases, and ser-
vices may naturally exist in different locations: ATM Milan, ATM Rome, ATM
New York, etc. All of them interact with the same overall banking system.
Trying to force everything into one physical place would not make sense (i.e.,
it would be inefficient and impractical). This is what inherent distribution
means: the entities involved in the problem are naturally located in different
places.

© Reliability

Distribution can also improve reliability. Consider a purely centralized archi-
tecture client-server. If that server fails, the entire service may disappear. This
is a single point of failure. Now suppose the system is distributed over several
components Sy, S2,55,.... If one of them fails, the others may still be able to
provide the service. So one failure does not necessarily bring down the whole sys-
tem. This is particularly important for mission-critical applications, where
complete service failure is unacceptable.

But there is an important subtlety. Distribution does not automatically
guarantee reliability. It merely gives us the possibility of designing a sys-
tem that survives individual failures. For example, if all machines depend on
one central database, then the database may still be a single point of fail-
ure. Thus, to obtain reliability, we often need techniques such as redundancy,
replication, failure detection, and recovery. These are all topics that will
be covered in later sections. However, here the main point is that distribution
allows failures to be partial rather than necessarily total. That sounds good,
and it often is, but partial failures will also turn out to be one of the hardest
aspects of distributed systems.

A The complexity cost of distribution

Obviously, distribution is not free. Distribution systems are considerably more
difficult to get right. Everything we have discussed sounds attractive: lower cost,
easy growth, load balancing, reliability, and so on. But none of this is free.

Consider two components A and B on two different machines. If A needs some-
thing from B, communication now happens through a netork:

A network B

15
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That introduces many questions:
o What if the message is delayed?

A delayed B

o What if the message is lost?

ALY B

o What if B has crashed?
o What if B is alive but just very slow?

From A’s perspective, slow network and failed machine may be difficult to dis-
tinguish. Then there are synchronization problems.

Suppose two machines modify the same logical data:

A:x+5
B :x+7

Which value should the system consider correct? There is also no single perfectly
shared notion of time:
clock4 # clockp

And components may fail independently.

So distributing a system trades one kind of difficulty for another. A centralized
system may be easier to reason about one machine at a time, while a distributed
system gives us additional capabilities (many machines) but also introduces new
problems: communication, concurrency, partial failure, coordination, and so on.
This is the central trade-off.

Key Takeaways 2: Why Distribute a System?

There are four main motivations for distributing a system:

1. Economics. Several smaller machines may provide a better
price/performance ratio than one extremely powerful central-
ized machine.

many cheaper machines — aggregate computational resources

2. Incremental growth and load balancing. A distributed sys-
tem can grow gradually by adding resources as the workload in-
creases:

My — My + My — My + My + Mg — ...

The workload can then be distributed among those resources rather
than concentrating it on a single machine.

16
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3. Inherent distribution. Sometimes the problem itself is naturally
distributed: users, resources, or activities already exist at different
locations.

distributed problem = naturally distributed solution

Typical examples are banking systems, reservation systems, dis-
tributed games, collaborative applications, and mobile applica-
tions.

4. Reliability. Distribution makes it possible for the system to con-
tinue operating even if one component fails:

failure of one component #- failure of the entire system.

This is especially important for mission-critical systems. How-
ever, reliability is not automatic: the architecture must avoid in-
troducing new single points of failure.

So in general, distribution brings advantages, but it also makes systems
harder to build correctly. Communication, coordination, concurrency,
and failures introduce complexity that does not appear in the same form
in centralized systems.

17
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1.1.3 Why Distributed Systems Are Special
&8 Distributed vs. Centralized Systems

Start from the simplest possible centralized program: an application running
on a single machine. Its components share the same machine, operating
system, memory hierarchy, and physical environment.If one part of the program
invokes another function, conceptually we have:

A function call B

And both A and B are local (i.e., on the same machine).

Now distribute those components A and B with a network between them:

network

A—— B

That apparently small change is enormously significant. A local interaction may
involve something like a function call, while a distributed interaction requires:

1. Serialization of data into a message

2. Communication over a network

3. Network transmission, which may be delayed or lost
4. Reception of the message by B

5. Deserialization of the message into data

6. Processing of the data by B

And every one of those steps introduces additional uncertainty and potential
failure. This is why a distributed system is not simply a centralized program
running on several machines. The network becomes part of the computation.

© Why building distributed systems is harder

As we saw in the previous comparison, distributed systems are more complex
than centralized systems. Not only is building them harder, but building
them correctly is much harder.

In general, it is often relatively easy to make a distributed application work
when everything behaves normally. For example:

A— B, B—A

Request arrives, reply arrives, everything is fine. The difficulty appears when
reality interferes. Suppose A sends a request to B:

transfer (100 €)

B receives the request and performs the operation. Then B sends a reply back
to A, but it is lost in the network. What should A do?

18
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e If it sends the request again, perhaps the transfer happens twice.

e If it does not retry, perhaps the first request had actually been lost and
the transfer happens zero times.

So even something that sounds trivial, like “retry when there is an error”, may
not be trivial at all. The problem is that different machines have only partial
knowledge of what happened.

& The Eight Fallacies of Distributed Computing

The Eight Fallacies of Distributed Computing, associated with Peter
Deutsch, are assumptions that programmers are tempted to make when first
designing distributed software:

The network is reliable
Latency is zero
Bandwidth is infinite

The network is secure
Topology doesn’t change
There is one administrator

Transport cost is zero

® N o s WD

The network is homogeneous

They are called “fallacies” because none of these assumptions is generally
safe. Let’s analyze each of them in turn:

1. The network is reliable. A common mental model is:

A message B

Therefore B receives the message. But in reality, this is not necessarily
true. Packets can be lost, corrupted, delayed, duplicated, or delivered
after a connection failure. So the actual model is closer to:

A network B
maybe
This means distributed software often needs mechanisms such as acknowl-
edgments, retries, duplicate detection, or replication. However, the im-
portant principle is:
sending # receiving

2. Latency is zero. A local memory access or function call is extremely
fast compared with network communication. If A communicates with B:

A—
At

Where At is the time it takes for the message to travel from A to B, which
is At > 0, and it may vary substantially.

A remote operation can therefore never safely be treated exactly like an
ordinary local operation. For example, imagine writing:

19
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for each item:
2 remoteServer.get (item)

If every operation requires a network round-trip, latency accumulates:
T~n-RTT

Where T is the total time, n is the number of items, and RTT is the
round-trip time (i.e., the time it takes for a message to go from A to
B and back). So architecture and algorithms must take communication
latency seriously.

3. Bandwidth is infinite. A network can move only a finite amount of
data per unit time:
bandwidth < oo

If many machines exchange large amounts of information, the network
itself may become the bottleneck.

Imagine 1000 machines constantly sending gigabytes of state to each other.
Even if every CPU is mostly idle, the system can still perform badly be-
cause the network capacity is a resource. This is one reason dis-
tributed algorithms often try to reduce communication.

4. The network is secure. Once communication crosses a network, addi-
tional attack surfaces appear. Data may potentially be intercepted, mod-
ified, or an attacker may impersonate another component.

So communication may require authentication, encryption, integrity pro-
tection, authorization. This fallacy connects directly with the security
challenge that will appear later in the notes.

5. Topology doesn’t change. Suppose our system contains: A, B, C, and
D connected in a line. It is easy to design an algorithm assuming that
this arrangement will remain stable. But distributed systems change.

A node can fail:
A-B-¢Z—-D

A new node can join:
A-B-C-D-FE

A mobile device can move, a router can disappear, or a service can migrate.
Therefore the set of nodes and connections is dynamic. This becomes
especially obvious in the mobile and ad-hoc systems we saw in the previous
section (page 11).

6. There is one administrator. On our own computer, one administrative
authority can generally configure the whole system. Instead, large dis-
tributed systems may cross organizations, departments, companies, cloud
providers, countries. There may be no single administrator who controls
everything. Different domains may have different policies, security rules,
configurations, software versions. So distributed systems often have to
operate across administrative boundaries.
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7. Transport cost is zero. Communication has a cost. That cost can
include:

time + bandwidth + CPU + energy + possibly money
Consider two implementations.
e Version A. Send 1000 remote messages:

1000 x network operation

e Version B. Aggregate the information and send one message:

1 x network operation

Even if they compute logically the same result, their performance can
be dramatically different. So communication is not free. This idea will
appear repeatedly throughout distributed systems.

8. The network is homogeneous. A distributed system may combine ma-
chines with completely different characteristics: x86 server, ARM phone,
IoT sensor, cloud VM, using different hardware, operating systems, net-
work technologies, data representations, programming languages. There-
fore distributed systems are inherently heterogeneous.

© What the Eight Fallacies of Distributed Computing mean for us?
We should not memorize them merely as 8 sentences. They are really 8 warn-
ings against pretending that:

remote = local

A remote component differs fundamentally from a local one because the net-
work lies between us and it. So a good distributed-system design starts
from almost the opposite attitude: assume that the network is unreliable,
slow, and costly. And then builds guarantees on top of that unreliable
and changing environment.

Key Takeaways 3: Why Distributed Systems Are Special

A distributed system is fundamentally different from a centralized one
because components communicate through a network:

local interaction # remote interaction

A network introduces delay, limited capacity, failures, changing topology,
security concerns, and heterogeneity. Consequently, distributed systems
are:

more complex to design, harder to build, and much harder to
build correctly.

The Eight Fallacies of Distributed Computing summarize the as-
sumptions that must not be made when designing a distributed system:
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7.
8.

The network is reliable.
Latency is zero.
Bandwidth is infinite.

The network is secure.
Topology does not change.
There is one administrator.
Transport cost is zero.

The network is homogeneous.

They can be interpreted as four broad warnings:

e Communication is uncertain. Sending a message does not im-

ply that it is received, and delays may be unpredictable.

Communication is not free. Remote operations have latency,
consume bandwidth, and require additional processing and re-
sources.

The environment changes. Nodes, links, locations, administra-
tors, and network topology may change over time.

Distributed systems are heterogeneous. Components may
use different hardware, operating systems, networks, protocols, and
software environments.

Therefore, a fundamental distributed-systems principle is:

do not design a remote interaction as if it were local

Correct distributed software must explicitly deal with communication,
concurrency, uncertainty, and failures instead of assuming them away:.
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1.2 What is a Distributed System?

There is no single definition of a distributed system. Here we provide three
different definitions, each of which emphasizes a different aspect of distribu-
tion.

B Definition 1: Tanenbaum & Van Steen — The user’s perspec-
tive

A Distributed System is a collection of independent computers that
appears to its users as a single coherent system.

In the first definition, Tanenbaum & Van Steen emphasize two parts, and both
matter:

e “Collection of independent computers”. The system is physically
composed of multiple autonomous machines:

017027”'7071

Each machine has its own processor, memory, operating system, and can
potentially fail independently.

e “Appears to its users as a single coherent system”. Externally we
want:
C1 4+ Cs + ...+ Cy ~ one coherent system

The user should not necessarily have to think: “my request is currently
being handled by machine 37 in data center B”. Instead, the user sees some-
thing like Google Search or online banking service even though internally
many machines cooperate.

So this definition combines two seemingly contradictory ideas:
physical multiplicity and logical unity
In other words, many machines underneath, one system from the outside. It

anticipates the concept of transparency, which we will see later.

B Definition 2: Lamport — The failure perspective

A Distributed System is a system on which I cannot get any work
done because some machine I have never heard of has crashed.

It sounds like a joke, but it highlights one of the deepest properties of dis-
tributed systems. Imagine that we are using service A. From our point of view,
perhaps A is working perfectly. But internally:

A—-B—-C—D
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And A depends on B, which depends on C, and so on. Now suppose that C
crashes. Then B cannot complete its work, and A cannot complete its work
either:

C fails = B cannot proceed =—> A cannot serve users

So our application fails because of a remote component completely invisible
to us. This reveals an essential property: components fail independently. A
centralized system often has a simpler failure model: if the central server fails,
the whole system fails. In a distributed system, failures can be more subtle and
complex:

Cli\/ 025\/ C3I>< C4I\/

The system is neither completely alive nor completely dead. This is what we
later call apartial failure. Therefore, Lamport’s definition emphasizes that
distribution creates dependencies on independently failing components.

B Definition 3: Coulouris — The communication perspective

A Distributed System is a system in which hardware or software com-
ponents located at networked computers communicate and coordinate
their actions only by passing messages.

Suppose we have two processes P; and P, running on different machines. They
do not communicate by directly reading and writing the same physical memory.
Instead, they communicate by sending messages over the network:

network

P P,

Communication and coordination occur through the network. So if P; wants
information held by P, it cannot simply do:

2 = memory [address|
It needs some form of communication:
request — network — Ps
Followed potentially by:
P, — network — reply

This immediately explains why the network matters so much. However, the
network introduces a new source of complexity: delay, message loss, finite band-
width, failures, uncertainty, and so on. Therefore, message passing is not merely
an implementation detail, it fundamentally changes how programs must be de-
signed.

Therefore, the 3 definitions are not competing definitions, they describe the
same object from different perspectives:

24



1 Introduction 1.2 What is a Distributed System?

e Structural viewpoint. Multiple independent computers that should
appear as one coherent system.

e Failure viewpoint. Independent components can fail and affect one
another.

e Communication viewpoint. Components coordinate through message
passing.

Together, we obtain a very useful working definition.

E Definition 4: Distributed Systems

A Distributed System consists of independent networked components
that coordinate through message passing to provide some coherent over-
all service.

A Independent does not mean isolated. When we say “independent
networked components”, we do not mean that C; and Cs are completely isolated
with no interaction.

If they were completely isolated, we would simply have two unrelated computers.
Instead, we mean that they are autonomous, in the sense that each component
has its own processor, memory, and operating system, but they can cooperate
to provide a service.

&l Parallel Computing vs. Distributed Computing

A natural question is: what is the difference between parallel comput-
ing and distributed computing? At first sight, the two fields look almost
identical.

e Parallel computing P, Ps, ..., P, perform computation together.
e Distributed computing C7, Cs, ..., C, also perform computation to-
gether.

So why distinguish them? Because the assumptions about the architecture
are different.

©® How tightly coupled are the processors? A useful way of understand-
ing the distinction is through memory and communication. Consider two
processors CPU; and CPUs:

e Shared-Memory Parallel System. The two processors may share the
same shared memory. Then both processors can access variables stored
in that memory.

If x = 5 is stored in shared memory, both processors can potentially read
. Communication can therefore happen implicitly through memory:

CPU;: 2+ 5 and CPUsy: read x

This is characteristic of a tightly coupled parallel machine.
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e Distributed Systems use Private Memories. Now consider two sep-
arate computers:

CPU; + Memory; and CPUj; + Memory,

There is no physical shared memory between them. Communication can
only happen through message passing over the network:

network

CPU1 — CPU2

So the conceptual difference is that parallel computing assumes shared memory,
while distributed computing assumes private memories but networked commu-
nication. This is exactly why the Coulouris definition stresses the sentence:
“only by passing messages’.

Furthermore, there is another architectural dimension: how processors are
interconnected. A simple multiprocessor may use a common bus to connect
all processors with shared memory. This makes communication very direct, but
a common bus does not scale indefinitely because all processors compete for the
same interconnect.

A More sophisticated parallel machines may therefore use switching networks
connecting processors and memories. Thus, parallel computing is similar to
distributed computing, right? Not quite. The essential point for us is not to
memorize every hardware topology, but to understand that parallel comput-
ing often assumes a much tighter integration between processors than a typical
distributed system.

8la Different primary objectives. There is also a useful conceptual distinc-
tion in why we use multiple processors. In parallel computing, the central
goal is often to speed up one computation. Suppose a computation takes
time 7" on one processor, ideally with p processors we would like:

T
T, ~ —

P
Although real systems obviously have overhead. Instead, distributed comput-
ing has broader goals: scalability, geographical distribution, resource sharing,

reliability, inherent distribution of users/data. Performance can certainly be one
objective, but it is not the defining one.

e Parallel computing: mainly cooperation for computational performance.

e Distributed computing: cooperation among autonomous networked com-
ponents.

Key Takeaways 4

e A distributed system is made of independent comput-
ers/components that cooperate to provide one coherent
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system.

many independent machines — one logical service

e Communication and coordination happen through mes-
sage passing. Components on different machines cannot simply
access each other’s memory:

message

Py Py

e Independence implies independent failures. One machine
may fail while the others continue running. This possibility of
partial failure is one of the defining difficulties of distributed
systems.

e Distributed computing is not the same as parallel com-
puting. Both use multiple processors, but parallel systems are
generally more tightly coupled and may use shared memory,
whereas distributed systems consist of autonomous machines with
local /private state connected through a network.

e The main objective differs. Parallel computing is primarily
concerned with accelerating computation; distributed computing
is broader and includes cooperation, scalability, geographical dis-
tribution, resource sharing, and reliability.

A distributed system consists of autonomous networked components that
coordinate by message passing while appearing as one coherent system.
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1.3 Middleware

Middleware is the software layer between the operating system/
network and the distributed application.

T ) [

distributed applications

A A A
uniform API
Y Y Y
Middleware

[ Communication] [ Naming ] [ Coordination ]

horizontal services shared by all applications

g platform adaptation
g [ Linux J [ Windows J [ Other platform J
T
< A yy X
0
Q
\4 v v
[ Network ]

Middleware hides heterogeneity;
it does not eliminate the network.

Figure 1: Middleware as a common layer between distributed applications and
heterogeneous platforms.

The key idea is that applications should not have to deal directly with every low-
level difference between machines, operating systems, and network mechanisms.

©® Why middleware exists

Suppose we have two applications running on different machines: A and B.
Machine A could use one operating system, while B uses another. They may
expose different APIs, use different data representations, or provide different
networking facilities.

e Without middleware, the application itself has to handle many of these
differences:

Application — OS/network-specific details

This makes distributed applications harder to build and less portable.
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e Middleware introduces an intermediate abstraction:

Application — | Middleware API ‘ — OS/network

So that the application can interact with a more uniform interface.

The central purpose is to hide some platform heterogeneity from distributed
applications.

b4 Network/OS-based distributed system

One possibility is to build the distributed application directly on top of the
networking and operating-system facilities. In this case, the application may
need to deal directly with things such as: sockets, network addresses, data
encoding, communication details, and differences between platforms. This gives
the programmer a lot of control, but also exposes a lot of complexity.

& Middleware-based distributed system

With middleware, we introduce another layer between the application and the
operating system/network. The application uses the services provided by mid-
dleware rather than directly implementing everything using low-level network
primitives. This has two main purposes:

1. Providing horizontal services. Middleware provides horizontal ser-
vices useful to many different distributed applications. “Horizontal”
means that the service is not specific to one particular business application.
For example, conceptually, different applications may all need common
mechanisms such as communication, naming, and coordination, rather
than implementing them independently every time.

So instead of:
App; — implement everything

Apps — implement everything again

we obtain:

Appr Apps Apps
4 4 {

Middleware

The common distributed functionality is reusable.

2. Masking platform differences. This is the second explicit role of mid-
dleware. Imagine a linux machine, a windows machine, and another plat-
form (e.g., MacOS, Android, etc.). At the lower level, these systems may
be quite different. Middleware tries to otfer the applications a common
abstraction, while internally adapting to each platform. So middleware
acts somewhat like an adapter layer.
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Notice that it does not magically make the underlying machines identical.
It simply masks some of the differences so that application developers
do not have to handle all of them directly.

# Example 4: Middleware hides complexity

Suppose application A wants to invoke functionality provided by appli-
cation B.

X Without a middleware abstraction, A might have to think in terms
of:

IP address + socket + message format + network communication

v/ With middleware, the application can instead work with a higher-
level operation:

A — | middleware service | — B

The low-level communication still happens, of course. Middleware does
not remove the network, it just hides part of its complexity behind
a higher-level abstraction.

Key Takeaways 5

Just three key points to remember about middleware:
1. Middleware sits between applications and the OS/network.
2. It provides reusable horizontal services for distributed applications.
3. It masks platform differences, making applications easier to build.

So in one sentence: Middleware is a common software layer that sim-
plifies distributed programming by providing shared services and hiding
platform heterogeneity.
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1.4 Fundamental Properties

In this section we discuss three fundamental properties of distributed systems.
More precisely, these are three characteristics that arise from the fact that a dis-
tributed system consists of independent computers communicating over
a network: concurrency, no global clock, independent/partial failures. These
properties are consequences of distribution itself.

A Concurrency

In a centralized system, concurrency is often a design choice. We may decide to
write a single-threaded program, or a multi-threaded program. In a distributed
system, instead, concurrency is essentially unavoidable. Suppose we have
tre independent computers: C;, Cs, and C3. Each has its own processor and
executes independently:

Cl tap — az — as

Cy by — by — b3

Cg 1Cl — C2 — C3

Their computations are happening at the same time. Therefore, concur-
rency is inherent in distributed systems. This creates coordination problems
whenever several components access or modify logically shared resources, like
synchronization, mutual exclusion, and consistency.

© Absence of a Global Clock

On one computer, we have a physical clock that the operating system can use
as a common time reference. Different processes can therefore consult approxi-
mately the same underlying clock.

In a distributed system, however, each computer has its own physical clock:
C1 — clock;

C5 — clocks
C3 — clocks

And these clocks are not necessarily synchronized:
clock; # clocks # clocks

Even if we initially synchronize them, physical clocks drift. So there is no per-
fectly shared global clock available to every component.

This becomes especially problematic when we want to determine the ordering
of events. Looking only at the local timestamps may not always be sufficient,
because the clocks can disagree. So distributed systems need other ways to
reason about ordering and synchronization. Later in this notes we will discuss
logical clocks rather than physical clocks. However, in general, there is no
perfectly shared notion of time across all machines.
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A Independent/Partial Failures

In a centralized system, if the machine crashes, typically the whole application
fails. The failure is relatively easy to conceptualize.

In a distributed system, instead, each machine can fail independently:
01:‘/ CQZ\/ Cg:X C4:/

One component fails while the others continue running. As anticipated in the
previous section, this is called a partial failure.

Also, communication makes failure detection more difficult. Suppose:

request
A B

And A receives no response. What happened?
1. B crashed
2. The request was lost

3. The reply was lost
4. B is simply slow
5. The network is extremely slow or unavailable

For A, all of these can initially appear as no response from B. Therefore deter-
mining whether another component has actually failed can be hard or even
impossible with certainty under some assumptions. This is a much deeper
problem than in an ordinary centralized application.

Finally, recovery is also harder. Suppose machine Cy crashes and later restarts.
Where is the application state? It may be distributed across Cy, Co, and Cjs.
Perhaps C believes one thing while C'5 has slightly different information. So
recovery is not simply a matter of restarting the crashed machine. We may need
to reconstruct a consistent distributed state. This is why fault tolerance
becomes such a large and important topic in distributed systems.

Key Takeaways 6

Distributed systems inherently execute concurrently, have no per-
fectly shared global clock, and can suffer independent partial fail-
ures. These three properties are fundamental because most of the diffi-
cult problems in distributed systems arise from them.
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concurrent: as || ba || c2

as Cc2

X C'3 crashed

(umerp se) owry

request

no resp()nse:
crash? lost? slow?

!
|
|
|
\J

clock; = 10:00:03 clocks = 10:00:01 clocks = 10:00:07

clocks read at the same real instant: clock; # clocks # clocks

Figure 2: The three fundamental properties of distributed systems.
Independent computers Cq,Cq,C3 execute concurrently (blue wavy line: no
causal path between the events), each has its own physical clock with no global
time (yellow boxes), and a component such as Cj can fail while the others keep
running, leaving the sender unable to tell a crash from a lost message or a slow
node (red).
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1.5 Main Challenges

The three fundamental properties we just discussed (concurrency, no global
clock, partial failures) tell us why distributed systems are intrinsically dif-
ficult. Now we move to the practical engineering question: what problems must
we solve when actually building one? We can identify seven main challenges:
heterogeneity, openness, security, scalability, failure handling, concurrency, and
transparency.

In this section, we will discuss the first six challenges, because they try to cope
the difficulties created by distribution. Instead, transparency, even though
it is a challenge, is more of a design objective because it decides how much
of the underlying distribution is exposed to the user or programmer. We will
discuss transparency in next section.

Distributed | | : + Transparency :
system ! (Section 6) :
| U U U -
( N N\
1. Heterogeneity 4. Scalability
different networks, HW, OS, grow without collapse;
languages must interoperate avoid centralization
- J J
( N\ 1)
2. Openness 5. Failure handling
open interfaces and standards; no response # crash;
interface # implementation detect, mask, tolerate, recover
| J J
s aYa N
3. Security 6. Concurrency
CIA: confidentiality, synchronize access
integrity, availability to shared resources
(. J J

Figure 3: Main challenges of distributed systems.
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- Heterogeneity

Heterogeneity means that the components of a distributed system may be
fundamentally different from one another. A distributed system may connect
different networks, hardware, operating systems, programming languages, and
so on. Yet all of them are expected to communicate correctly. That is the
challenge.

e Network heterogeneity. Even if everything uses TCP/IP, the underly-
ing networks can be very different. For example, wired Ethernet, wireless
Wi-Fi, wireless ad-hoc networks. TCP/IP can hide many differences at
higher levels, but it cannot make the underlying physical environments
identical.

e Hardware heterogeneity. Now suppose two machines have different
architectures. For example, one is x86 and the other is ARM. Imagine one
machine sends a binary representation of a value to another. If both ma-
chines interpret that sequence of bytes ditferently, communication breaks.
Therefore, distributed communication needs agreed representations.

e Operating-system heterogeneity. Different machines may run differ-
ent operating systems (e.g., Linux, Windows, macOS). The networking
functionality may ultimately be similar, but the APIs and semantics ex-
posed to applications can differ. So if a distributed application relies too
heavily on one platform’s behavior, portability becomes difficult.

e Programming-language heterogeneity. Suppose a three component
distributed system has one component written in C, another in Java, and
the third in Python. Each language has its own data types, memory
management, and runtime behavior. If these components need to ex-
change complex data structures, we must define a common serialization
format and ensure that each language can correctly encode and decode it.

So the core challenge is: how do heterogeneous components interoperate?
This is precisely one of the problems middleware can help with.

35



1 Introduction 1.5 Main Challenges

B1 Openness

Openness is about whether the distributed system can be extended, reim-
plemented, and integrated with other systems. The central idea is that other
components must know how to interact with the system. That requires clearly
defined rules.

e Publish protocols and interfaces. Suppose we build a service S. If
nobody knows which messages it accepts, what those messages mean, what
responses it return, then nobody else can implement a compatible client.

So an open system needs published protocols and service interfaces.
Note that same interface does not imply same implementation. For ex-
ample, two different implementations of a web server can both support
the same HTTP protocol and serve the same content, but they may have
different internal architectures and optimizations.

e Interoperability. Suppose company A implements a client and company
B implements a server. If both follow the same standard, they should be
able to work together. That property is called interoperability. Ditfer-
ent implementations of the same protocol should be able to communicate
correctly, even if they are built by different teams, in different languages,
and on different platforms.

e Portability. Openness should also help software move between environ-
ments. For example, if an application depends on a standardized abstrac-
tion rather than proprietary low-level details, it becomes easier to move it
from one platform to another. So:

— Interoperability concerns different systems working together;
— Portability concerns moving software between environments.
e Standards. To achieve openness, standards are extremely useful. Instead

of every organization inventing its own protocols, we agree on common
standard. Then independent implementations can cooperate.

The internet is the classic example. Internet protocols are specified through
RFCs, and the IETF provides an open standardization process. This is
one major reason completely different devices can communicate over the
internet.

We can summarize the openness idea as: specify what components must do, not
how they must be implemented.
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& Security

Distribution greatly increases the security problem because resources are ac-
cessed through a network. In a centralized machine, many resources may be
protected by the physical and operating-system boundary. In a distributed sys-
tem:

Client 2™, Server
And potentially anyone connected to that network may attempt to interact with
the service.

The three main security properties that we want to achieve are called the CIA
triad:

C = Confidentiality, I = Integrity, A = Availability

@& Confidentiality (C)
“Can an attacker read?”
protect against disclosure

— encryption

0

CIA Triad
Security

i Integrity (I)

“Can an attacker alter?”

= Availability (A)

“Is the system usable?”

protect against tampering protect against DoS

— checksums, signatures — redundancy, replication

Figure 4: The CIA triad: core security objectives in distributed systems.

Where:

e Confidentiality means that information is accessible only to authorize
entities.

# Example 5: Confidentiality

Suppose Alice sends a password to a remote server. Without pro-
tection, an attacker could intercept the message and read the pass-
word. We therefore want that an unauthorized observer cannot
learn the content of the message.

So confidentiality protects against unauthorized disclosure. En-
cryption is one major mechanism used to achieve this.

e Integrity means protecting information against unauthorized alter-
ation or corruption.
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# Example 6: Integrity

Suppose Alice sends a message “transfer 10€” to Bob. An at-
tacker should not be able to transform it into “transfer 1000€”
without being detected.

So confidentiality ask “can an attacker read the information?”, but
integrity asks “can an attacker change the information?”.

e Availability means that legitimate users must be able to access the re-
source.

& Example 7: Availability

An attacker may not steal or modify anything and still successfully
attack the system by preventing others from using it. For example,
this is the idea behind Denial of Service (DoS) attacks, where
the attacker floods a server with requests so that legitimate users
cannot get through.

Suppose the server can process 1000 requests per second and an at-
tacker generates 1 million requests per second. Legitimate requests
may become impossible to serve.

So security is not only about secrecy, but also about ensuring
that the system remains usable.

38



1 Introduction 1.5 Main Challenges

X Scalability

A distributed system is scalable if we can increase its size without causing an
unacceptable degradation in performance. But “size” has more than one mean-
ing. There are three dimensions of scalability:

e Scaling users and resources. The simplest case is increasing the num-
ber of users, machines, services, or data. A scalable architecture should
not collapse simply because the number of participants grows. The fun-
damental challenge is therefore reconcile increasing scale with acceptable
performance. It is easy to build something that works for 10 machines.
The difficulty is designing it so that adding another 10,000 machines does
not fundamentally break the architecture.

e Geographic scalability. A system may also grow geographically (e.g.,
from a single data center to multiple data centers across the world) and
the physical distance becomes relevant. So geographic growth introduces
new challenges, such as latency and fault tolerance. For example, if
a system is designed to operate within a single data center, it may not
handle the increased latency and potential failures that come with a global
distribution.

e Administrative scalability. A small distributed system may be com-
pletely controlled by one organization. But as the system grows, it may
involve multiple organizations, each with its own policies, procedures, and
administrative domains. So scalability is not merely “can we add more
servers?”, but also “can the system grow in users, geography, and admin-
istrative domains?”

A The enemy of scalability: Centralization. In general, centralized com-
ponents tend to become scalability bottlenecks. There are three typical forms
of centralization:

1. Centralized services. Suppose every user must contact one server:

C, C; C3 - Cy
N

As n grows, server S eventually becomes overloaded, a performance bot-
tleneck, potentially a single point of failure. So one server for everybody
does not scale indefinitely.

2. Centralized data. Suppose the entire distributed system depends on one
global directory: one online telephone book, one DNS server, one global
database. Then, every operation requires querying it. Again:

more machines = more requests to the same data source
Eventually the centralized data structure becomes the bottleneck.

3. Centralized algorithms. Imagine an algorithm that makes decisions
using the complete state of the entire system. For example, a routing
algorithm that:

collect information about every node — compute routing decision
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With 5 machines, obtaining complete information may be easy, but with
105 machines, maintaining an always-up-to-date global view can become
extremely expensive or unrealistic.

So scalability requires us to be suspicious not only of centralized servers,
but also of algorithms that conceptually require complete global knowl-
edge.

@ Decentralized algorithms. Due to the scalability problems of central-
ized algorithms, we often prefer decentralized algorithms. There are four
properties worth remembering:

1.

No machine has complete information. Instead of one machine knowing
everything, each machine only knows a part of the system’s state.

Decisions use local information. A node makes decisions based on the
information available to it, rather than first collecting the complete global
state. This reduces coordination overhead.

One machine failing should not destroy the algorithm. The algorithm
should be robust to failures, so that the failure of a single node does
not prevent the system from functioning.

No implicit global-clock assumption. The algorithm should not rely on the
existence of a global clock or synchronized time across machines, as this is
often unrealistic in distributed systems (as discussed in previous sections).

2§ Techniques for scalability. Several techniques can help achieve scalability:

Asynchronous communication. Instead of waiting for a response, a
node can continue processing other tasks. This allows the system to handle
more requests concurrently.

Caching and replication. Instead of forcing everybody to retrieve data
from one place, we can replicate data across multiple nodes and cache
frequently accessed data. Of course, replication introduces a new problem:
how do we keep the copies consistent? That will become an entire
topic of its own in later sections.

Epidemic dissemination. The name is intentionally evocative: infor-
mation spreads like a virus. Instead of one node sending information to
all others, it sends it to a few neighbors, which then send it to their neigh-
bors, and so on. This can be more efficient than flooding the network with
messages.

Hierarchical structuring. Instead of organizing millions of components
in one flat structure, we divide them hierarchically. Then many operations
can be performed locally within a sub-hierarchy, reducing the need for
global coordination.

However, in general the principle is: global knowledge and global coordination
become increasingly expensive as a system grows. Therefore scalable distributed
systems tend toward decentralization, local decisions, and distribution
of data/workload.
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( Scalability: grow without unacceptable performance loss )

\

GROW IN THREE DIMENSIONS

Users/resources Geography Administration
more users, from one site more organizations
machines, data to worldwide and policies

¢ but centralized designs do not grow

ENEMY: CENTRALIZATION

Services Data Algorithms
one server one global need complete
for everybody directory global state
( Bottleneck (and single point of failure) )
i so we avoid centralization

REMEDY: DECENTRALIZE, USE LOCAL INFORMATION

Asynchronous Caching and Epidemic Hierarchy
don’t wait replication nodes spread keep operations
for replies copies near users info to nodes local

Figure 5: Scalability: dimensions, enemy and remedies.
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@ Failure Handling

We already encountered partial failures as a fundamental property. Now
the question becomes: “what can the system actually do about failures?”. And
partial failures are problematic precisely because some components may con-
tinue operating while others fail:

AV B x c:v

The system has to decide how to behave in this intermediate state. Usually, the
system applies the following four strategies:

detection — masking — tolerance — recovery

Plus redundancy. These are related, but they are not synonyms.

1. Detecting failures. Some failures are easy to detect.

# Example 8: Easy failure detection

Suppose a received message is corrupted. A checksum can reveal:
received data # expected valid data

So we know a failure occurred.

But other failures are fundamentally harder.

# Example 9: Hard failure detection

Suppose a client sends a request to a server, but the server does
not respond. Is the server down? Or is the network just slow? Or
did the response get lost? We cannot distinguish between these
cases with certainty. This is a central distributed-systems issue.

For some remote failures, we cannot detect them with certainty, we
can only suspect that they occurred. So the challenge becomes manage
failures that cannot always be definitively detected.

2. Masking failures. Sometimes, once a failure is detected, we can prevent
the application from noticing it. This is called failure masking.

# Example 10: Failure masking

Suppose a message fails to arrive. We can retransmit and if the
second transmission succeeds, the user may never notice that the
first message was lost.

So masking means hiding the effect of a failure. The failure happened, but
we simply prevented it from becoming visible at the higher level.

3. Tolerating failures. Not every failure can be completely hidden. Some-
times the system instead continues operating despite the failure. This is
called fault tolerance.
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Va Example 11: Fault tolerance
Suppose a distributed service normally provides:
{A,B,C,D}
But one component fails. Perhaps the system can continue provid-
ing:
{A, B,C}
While temporarily losing functionality D.

Fault tolerance is based on degraded service, because reduced function-
ality is preferable to complete failure. The system may not be able to
provide everything, but it can still provide something.

4. Recovering from failures. Eventually we may want the failed compo-
nent to return to a valid state. One basic technique is periodically storing
its state on permanent storage. Suppose the component evolves:

So—>51—>52—>53

And periodically persists:

So — | stable storage

Then the component crashes while in S3:
53 X
After restarting, we may restore:

Rather than starting from nothing. So recovery restores a component to
a usable state after failure. The fact that the overall application state is
distributed makes recovery considerably more complicated than simply
restarting one process, but that deeper problem comes later.

@ Redundancy. One of the most common ways to mask or tolerate failures

is redundancy. Instead of having:

’ Server 4 ‘ ‘ Serverp ‘ ‘ Serverc ‘

We may have:

If:
Server 4 X

Another server may continue providing the service. This is replicated servers.
And the same concept applies to communication paths providing redundant
routes, or to data storage providing replicated data. So redundancy means:
do not make the system depend on a single instance of a critical resource. But
there is an important warning, because keeping replicas in a distributed
system is not easy. If we have multiple copies of a resource, we must ensure
that they remain consistent with one another. That bring us again toward the
later topic of consistency and replication.
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[ Failure handling: keep working when some components fail J

]

DETECT OR SUSPECT

Only suspected
no reply: crash, slow network,
lost request or lost reply
no response # crash

Detectable
e.g. corrupted message
(checksum fails)

* once a failure is detected or suspected

REACT
Masking Tolerance Recover
hide the failure keep running 4
. s restore a usable state
(e.g. retransmit despite it (ramn sl )
a lost message) (degraded service)

* main tool for masking and tolerating

REDUNDANCY: NO SINGLE COPY OF A CRITICAL RESOURCE

Replicated servers Alternative paths
if one fails, another if one route fails,
continues the service use another

Figure 6: Failure handling: detect or suspect, react, and redundancy.
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4 Concurrency

We already discussed concurrency as a fundamental property of distributed

systems. Now it appears again as a practical challenge.

e Property: concurrency inevitably exists. Suppose we have multiple nodes
in a distributed system. Each node may be executing its own tasks inde-
pendently. Even if we try to serialize operations, the fact that nodes are

physically separate means that they can still operate concurrently.

e Challenge: we must manage it correctly. Concurrency becomes danger-

ous when multiple components interact with a shared resource.

Suppose two components concurrently operate on the same information:

Without proper synchronization, the final result might depend on the
timing of the operations. So access to shared resources must be carefully

Component 4 : read(z) — write(z + 1)

Component : read(z) — write(z + 1)

synchronized.

Key Takeaways 7

In general, different components must work together, openly, and se-
curely, at scale, despite failures and concurrency.

Heterogeneity: different networks, hardware, OSs and languages
must interoperate.

Openness: published protocols/interfaces and standards enable
interoperability and portability.

Security: guarantee confidentiality, integrity and availabil-
ity.

Scalability: support growth in users/resources, geography
and administration; avoid excessive centralization and prefer
decentralized /local decisions.

Failure handling: failures may be uncertain and partial;
detect /suspect — mask — tolerate — recover

Often using redundancy to avoid single points of failure.

Concurrency: components execute simultaneously, so access to
shared information /services must be synchronized.
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1.6 Transparency

A distributed system should hide unnecessary aspects of distribution so that
users and programmers can interact with it more simply. Transparency is largely
about achieving the illusion that the system is a single, coherent entity. The
user should not have to reason about every server, replica, physical location,
migration, or failure unless that information is actually important.

= Logical illusion: one coherent system
data = resource.get ("customer_42")

The client sees one abstraction, not the topology

l logical method call

£ Transparency membrane
(middleware / distributed OS)

hides where (location) - hides format (access)
picks a copy (replication) - masks crashes (failure)

ST

routed request

(location) standby
Y v
Node C; syne Node C;
& ARM / Cloud (Tep rea 10n) ¥ x86 / Cloud
Replica Ry Replica Ro
Milan Frankfurt
A
migrate failover
(migration) (failure)
g e e =l - \
! 1
Node C; ! Node C4 :
¥ x86 / Linux : © crashed !
G T !
R (old home) i Replica R3 |
: unreachable 1
1

= Physical hosts

heterogeneous

A Fault-prone

crashes & partitions

Figure 7: Distributed-system transparency: a logical resource is presented
as a single coherent abstraction while middleware hides selected details of its
physical distribution, such as location, representation, migration, replication,
and failures.
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In the following, we will discuss the different types of transparency that can be
achieved in a distributed system when we try to answer the question: “which
part of distribution are we hiding?”.

i

1

S

Access transparency means hiding differences in data representation
and the way a resource is accessed. Suppose one resource is local (e.g.,
a file on the local disk) and another is remote (e.g., a file on a remote
server). Ideally, the application should not need completely different pro-
gramming models just because one resource happens to be on another
machine. Similarly, different machines may represent data differently, but
those representation details can be hidden from the application. So access
transparency hides how a resource is accessed and represented.
Middleware is closely related to this idea.

Location transparency. Suppose we want to access resource R. With-
out location transparency, we might need to know that R is on machine M.
Instead, with location transparency, we can simply refer to R without
knowing where it physically resides. So location transparency hides the
physical location (where) of resources.

Migration transparency. Now suppose resource R starts on machine A
and later migrates to machine B. With migration transparency, users
should not need to know that this movement occurred. They continue
to refer to R in the same way. So migration transparency hides the
movement of resources.

Relocation transparency. Migration and relocation sound almost iden-
tical, but there is a useful distinction.

— If a resource changes location and this fact is hidden from the user,
we have migration transparency.

— If a resource changes location while it is being used, and this fact
is hidden from the user, we have relocation transparency. Ideally,
the client continues operating without needing to restart everything.

So relocation transparency is a stronger form of migration transparency,
and it hides the movement of resources while they are being used.

Replication transparency. Suppose logically we have one resource R,
but physically we have multiple copies of it (e.g., for fault tolerance or
load balancing). The user should ideally not have to choose which copy
to use, and the system should automatically select a copy for the user.
This is replication transparency, which hides the fact that many
physical copies appear as one logical resource.

However, replication transparency creates another problem that we have
cited before: consistency and replication. If a user updates one copy
of a resource, the system must ensure that all other copies are updated as
well. Otherwise, the user may see different values for the same resource
depending on which copy they access.

Concurrency transparency. Suppose two users access the same re-
source R at the same time. They may operate concurrently. With con-
currency transparency, each user should ideally experience sensible
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behavior without having to manually coordinate with the other user. So
concurrency transparency hides the fact that resources are simulta-
neously shared.

@ Failure transparency. Suppose a server fails but there is another server

(]

that can take over its responsibilities. The system might automatically
redirect requests to the new server without the user noticing. This is
failure transparency, which hides the failure and recovery of re-
sources.

Persistence transparency. Suppose an object exists in memory (e.g.,
RAM) and later it is stored on disk. The application ideally interacts with
the logical resource without needing to know exactly where its current
representation resides. So persistence transparency hides whether a
software resource is in memory or on persistent storage.

( Y4 Y4 I
(181 Location & motion) ( = Access & state ) [ © Sharing & faults ]
2) )
= h —/ h
Q Location L Replication
Hides physical Hides multiple copies
location ’> ~N Many physical
Access by logical name; I i Access replicas look like
no IP, server or geography Hides how it one logical resource
- s _ J
is accessed
j N[ Data format 1 ’> N
ata rormats, endianness, -
I & Migration S 24 Concurrency
local vs. remote call
Hides resource syntax (middleware) Hides resource
movement ,% = sharing
R(‘!S()lll'(:e moves ?J Sill,\llll/illl()()llS users
between machines, E Persistence do not need to
same logical identity . coordinate manually
N\ © _ Hides storage \_ ~
D medium ’7\
—/ R . —/ R
Og Relocation Whether it lives in @ Failure
Hides movement RAM or on disk Hides faults
duri _ J
uring use & recovery
Moves while in Crash detected and
use; the session masked; failover
continues unbroken without client error
- J . J
- AN AN J

Figure 8: Taxonomy of transparency: the eight forms grouped by the aspect
of distribution they hide.
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A Transparency is not always good

At first sight we might conclude that more transparency is always better. How-
ever, this is not always the case. There are two limits:

1. Some things cannot really be hidden. If a server is physically on
another continent, the network delay is real. Middleware can provide a
beautiful abstraction such as:

| remoteObject.method(args)

That looks almost like:

1 localObject.method(args)

But physically, the remote call will take much longer than the local call.
So we cannot abstract away physical realities. In general, abstraction can
hide complexity, but it cannot remove latency.

2. Too much transparency can hurt performance. This is an important
design lesson that is often overlooked.

Imagine middleware makes a remote object look exactly like a local object:

I object.method(args)

We might naturally write:

1 for i in range (1000000) :
2 object.method (args)

This is a very natural way to write code, but it is terrible for per-
formance. The reason is that each call to object.method will incur a
network round-trip, which is very slow. The programmer did not op-
timize the access because the system successfully hid the fact that the
object was remote!

Paradoxically, hiding distribution too well can lead to bad distributed
software.

© Ok, then how much should we hide? The goal is not to hide everything,
but to hide only unnecessary complexity while exposing differences that matter
for: (1) performance, (2) correctness, and (3) application behavior. In other
words, good abstraction requires judgment.
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1.6 Transparency

4 N
[Q Excessive transparency] [Q Distribution-aware}
for i in range(1000000) : results =
object.method (args) object.batch_method(all_args)
remote cost hidden — looks interface exposes the network
like a cheap local loop cost — one aggregated call
L Client £ Server O Client £ Server
b
call (1) A atch\ caj]
RTT
~ 20 ms
1)
reply( - 4 Local loop
3 1 g
C' 109 x ~ 20 ms 109 items
Call(jv) ~ 1 ms CPU
RTTI >
Yy
rep\y(N) “ batcb /rep
% Total: N x RTT ¥ Total: 1 x RTT + transfer
20 + 50 + 1ms ~ 71 ms
6 _ =
10° x 2(1J rrtls = 2(()1,009 S : 25 hours (RTT + transfer + CPU)
atency-cominate ~ 2.8 x 10° times faster
- AN

J

Figure 9: The latency trap (illustrative numbers). Excessive transparency
can hide network latency and encourage inefficient fine-grained remote calls;

exposing distribution costs enables batching and better performance.

Key Takeaways 8

exactly are we hiding?
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Transparency is about hiding selected aspects of distribution from
users/programmers. The main forms answer one simple question: what

e Access: how the resource is accessed and represented.
e Location: where the resource is located.

e Migration: that the resource may moved.

e Relocation: that it may move while being used.

¢ Replication: that multiple copies exist.

e Concurrency: that several users/processes share it.
e Failure: that it may fail and recover.

e Persistence: whether it is in memory or persistent storage.
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And mainly, more transparency is not always better because some as-
pects cannot really be hidden (especially communication delay) and
hiding too much can cause bad performance decisions.

Transparency makes a distributed system appear simpler by hiding se-
lected distribution details, but only when hiding them is useful and not
misleading.
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